Estimating Differential Reproductive Success From Nests of Related Individuals, With Application to a Study of the Mottled Sculpin, Cottus bairdi

Beatrix Jones,*1 Gary D. Grossman,† Daniel C. I. Walsh,* Brady A. Porter,‡ John C. Avise§ and Anthony C. Fiumera**2

*Institute of Information and Mathematical Sciences, Massey University, Auckland, New Zealand, †D. B. Warnell School of Forestry and Natural Resources, University of Georgia, Athens, Georgia 30602, ‡Department of Biological Sciences, Duquesne University, Pittsburgh, Pennsylvania 15282, §Department of Ecology and Evolutionary Biology, University of California, Irvine, California 92697 and **Department of Molecular Biology and Genetics, Cornell University, Ithaca, New York 14853

Manuscript received October 19, 2006
Accepted for publication May 28, 2007

ABSTRACT

Understanding how variation in reproductive success is related to demography is a critical component in understanding the life history of an organism. Parentage analysis using molecular markers can be used to estimate the reproductive success of different groups of individuals in natural populations. Previous models have been developed for cases where offspring are random samples from the population but these models do not account for the presence of full- and half-sibs commonly found in large clutches of many organisms. Here we develop a model for comparing reproductive success among different groups of individuals that explicitly incorporates within-nest relatedness. Inference for the parameters of the model is done in a Bayesian framework, where we sample from the joint posterior of parental assignments and fertility parameters. We use computer simulations to determine how well our model recovers known parameters and investigate how various data collection scenarios (varying the number of nests or the number of offspring) affect the estimates. We then apply our model to compare reproductive success among different age groups of mottled sculpin, Cottus bairdi, from a natural population. We demonstrate that older adults are more likely to contribute to a nest and that females in the older age groups contribute more eggs to a nest than younger individuals.

Parentage analyses via molecular markers can be used to investigate a variety of demographic, behavioral, and evolutionary parameters in natural populations (e.g., Avise et al. 2002). For example, researchers have used genetic markers to determine the rate of extrapair fertilizations in "socially monogamous" species (Birkhead and Møller 1995) and estimate the number of fathers contributing to the clutch of a single female (Myers and Zamudio 2004). Parentage studies also can be used to estimate reproductive success among potential parents (Smouse and Meagher 1994) and parameters such as the effective number of breeders within a population (Fiumera et al. 2002), or they can be combined with quantitative genetic analyses to identify quantitative trait loci (QTL) in natural populations (Slade et al. 2002) and to estimate heritabilities through analysis of wild-caught females and their progeny (King et al. 2001). Parentage studies can also be applied to address questions relating to gene flow and dispersal (Burczyk et al. 2006).

Parentage studies also show promise for estimating differential reproductive success among individuals within populations. Nielsen et al. (2001) used this approach to compare the reproductive success of dominant and subordinate males in North Atlantic humpback whales. A multitude of questions in evolutionary and conservation biology can be addressed with this approach: examples include estimating whether there are differences in reproductive success between nest-tending and cuckold males (Neff et al. 2000), resident vs. immigrant males (Johannesen and Andreasen 1998), freshwater vs. anadromous trout (Curry 2005), wild vs. hatchery-reared fish (Dannewitz et al. 2004), or different age classes of individuals that contribute to particular nests (Røed et al. 2005).

In parentage analysis, genotypic information is collected from offspring and their potential parents. The goal may be determination of the true mother and father as in CERVUS (Marshall et al. 1998) or FAMOZ
We then use simulated data to establish the ability of our method to recover known parameters, and we suggest optimal data collection strategies. Finally we apply our approach to compare the reproductive success of different age groups of individuals in a natural population of the mottled sculpin, *Cottus bairdi*, a freshwater fish common to small streams in the eastern United States.

**METHODS**

We developed a general model for the reproductive success of different categories of individuals. This model is then extended to encompass the genotype probabilities for sampled nests and putative parents. This allows us to use observed genotype data to generate a joint posterior for parent assignments and fertility parameters. A Markov chain Monte Carlo (MCMC) algorithm is used to characterize this posterior via sampling. Our model was developed for a parentage data set derived from a natural population of mottled sculpin, *C. bairdi* (FIUMERA *et al.* 2002) with the goal of comparing the reproductive success of two different age groups of males and females. In mottled sculpins, males guard a nest where multiple females may deposit their eggs. Thus a single nest can be composed of half- and full-sibs. A sample of the progeny from multiple nests and any potential parents are genotyped at codominant genetic markers (e.g., microsatellites). The genotypes are then used to assess paternity and maternity among the putative parents. We then used simulated data sets, where the true model parameters are known, to assess the accuracy and precision of our approach under conditions consistent with the mottled sculpin data set. Finally, we applied our Bayesian estimator to the sculpin parentage data set and compared our estimates of variation in reproductive success to those obtained using the parentage assignments from FIUMERA *et al.* (2002) as well as the programs COLONY (WANG 2004) and PARENTAGE (EMERY *et al.* 2001). We term the estimates from FIUMERA *et al.* (2002) the “by-eye” estimates, as the parentage assignments were made via investigator inspection of the genotypes.

**Model of reproductive success:** Our Bayesian approach estimates seven population-level parameters using the offspring and putative parent genotypes (Table 1). The number of offspring produced by parents in an age class $i$ is affected by (1) the probability that a spawning parent is from age class $i$ and (2) the fraction of offspring typically spawned in a nest by a particular parent from age class $i$ (when there are multiple parents of the same sex). In our model, a mother participating in a nest is from group $i$ with probability $\alpha_{si}$, with the $\alpha_{si}$ constrained to sum to 1; $\alpha_{si}$ are the analogous parameters for fathers. The total number of mothers participating in a nest is a truncated Poisson with parameter $\lambda$ (where the truncation removes the possibility of zero mothers) and the number of fathers is geometric with parameter $p$. If $p$ is close to 1, most nests have exactly 1 father. The parameter $\gamma_i$ governs the fraction of offspring produced by mothers in age class $i$. The $\gamma_i$ are constrained to sum to 1, and equal $\gamma_i$ represent equal production across age classes. The number of offspring belonging to a particular father depends on the father’s cuckold status rather than age class. When multiple males contributed to a nest, the one with fewer offspring...
was considered the cuckold. Offspring belong to a cuckold father with probability $\beta / h$, where $h$ is the number of cuckolding fathers assigned to that nest. The focus on different age classes is particular to the mottled sculpin application, but is relevant to other iteroparous categories could be any designation appropriate to the species or question of interest and by constraining some parameter values this model can easily be adapted to other mating systems, including those where one or both sexes are monogamous. A detailed description of the model follows.

Imagine a nest with $n_0$ offspring with genotypes $O_n$, $n_M$ total mothers ($n_{M_i}$ in each age class, with $n_F$ and $n_F'$ similarly defined for the fathers), genotype $M_j$ for the $j$th mother in age class $i$, primary father genotype $F_1$, and other father genotypes $F_k$. The probability an offspring belongs to a particular mother in age class $i$ is

$$\gamma_i / \sum_j n_M i \gamma_j,$$

with the $\gamma_i$ constrained to sum to one. The probability for the entire nest is then

$$\prod_{i} \alpha_{M_i} \times \prod_{i} \alpha_{F_i} \times \text{Geom}(n_F | \beta) \times \text{tPois}(n_M | \lambda)$$

$$\times \prod_{k=1}^{n_0} \left[ (1 - \beta)^{m_{k+1} - 1} \left\{ \sum_{j=1}^{n_M} \beta_{M_j} \sum_{j=1}^{n_F} P(O_k | M_j, F_k) \right\} + \frac{\beta}{n_F - 1} \sum_{k=2}^{n_0} \left\{ \sum_{j=1}^{n_M} \gamma_{M_j} \sum_{j=1}^{n_F} P(O_k | M_j, F_k) \right\} \right],$$

where the second term in the sum appears only when there are cuckolding fathers. Geom $(\cdot | \beta)$ and tPois $(\cdot | \lambda)$ denote the geometric and truncated Poisson probability mass functions with parameters $\beta$ and $\lambda$, respectively, and $P(O_k | M_j, F_k)$ is the segregation probability.

We now imagine that we can also observe which of the nest parents are among our captured individuals. Let $I_{M_k}$ be a vector of indicator variables with length $n_{M_i}$, the $j$th entry for this vector, is $m$ when the $j$th mother from age class $i$ corresponds to the $m$th captured mother; otherwise it is zero. An analogous vector exists for males. Each captured adult can appear only once. Let $|I_{M_k}|$ and $|I_{F_k}|$ be the number of captured mothers and fathers (i.e., the number of nonzero entries in the $I_{M_k}$ and $I_{F_k}$ vectors), $\tilde{y} \in \{I_{M_k} = 0\}$ and $k \in \{I_{F_k} = 0\}$ denote the indexes of uncaptured parents, and $f(M_{\tilde{y}}), f(F_k)$ be the population frequencies of genotypes $M_{\tilde{y}}$ and $F_k$. The probability for the fully observed nest (including the genotypes for uncaptured parents) and the capture vectors is then the expression in (2) times

$$(1 - \gamma_0) |I_{M_k}| n_{M_i} + n_{M_i} - |I_{M_k}| \prod_{\tilde{y} \in \{I_{M_k} = 0\}} f(M_{\tilde{y}}) \prod_{k \in \{I_{F_k} = 0\}} f(F_k).$$

The likelihood for many nests is taken to be the product of the individual nest likelihoods, (i.e., the nests are independent). Thus there is no constraint that a captured parent can appear in only one nest. However, our likelihood essentially reflects a separate “capture” factor of $1 - \gamma_0$ each time an individual appears. This deviation from reality will be minor if participation in multiple nests is rare; a more sophisticated model would be necessary in other cases.

In practice, the $n_{M_i}, n_{M_i}, n_F, n_F', m_F, F_k, I_{M_k}$, and $I_{F_k}$ are unknown; these are treated as nuisance parameters over which we must integrate. The configurations of these variables with nonzero likelihood are constrained by the observed data; for instance, if $I_{M_k} = 33$, $M_{ij}$ must match the observed genotype for the 33rd captured mother. The indicator vectors $I_{M_k}$ and $I_{F_k}$ constrain but do not fully determine $n_{M_i}$ and $n_M$, as only the count in each age class among the captured parents can be computed from the indicator vectors. Rather than using additional latent variables to represent the age classes of uncaptured individuals, we use the following simplification: the uncaptured group is assigned parameter $\gamma_0 = \sum \alpha_0 \gamma_\mu$ and

---

### TABLE 1

**Description of parameters estimated**

<table>
<thead>
<tr>
<th>Parameter</th>
<th>Value used in simulations</th>
<th>Definition of parameter</th>
</tr>
</thead>
<tbody>
<tr>
<td>$\lambda$</td>
<td>2.87</td>
<td>The total number of mothers participating in a nest is a truncated Poisson with this parameter. The mean number of mothers per nest is $\lambda / (1 - \exp(-\lambda))$.</td>
</tr>
<tr>
<td>$p$</td>
<td>0.96</td>
<td>Defines the number of fathers in a nest given a geometric distribution. The mean number of fathers is $1/p$.</td>
</tr>
<tr>
<td>$\alpha_{M_i}$</td>
<td>0.58</td>
<td>The probability that a mother in a nest is from group 1.</td>
</tr>
<tr>
<td>$\alpha_{F_k}$</td>
<td>0.57</td>
<td>The probability that a father in a nest is from group 1.</td>
</tr>
<tr>
<td>$\gamma_i$</td>
<td>0.36</td>
<td>Governs the fraction of offspring produced by mothers in age class 1 conditional on nest participation from multiple groups.</td>
</tr>
<tr>
<td>$\beta$</td>
<td>0.31</td>
<td>Probability that an offspring in a nest is sired by a cuckold father.</td>
</tr>
<tr>
<td>$\gamma_0$</td>
<td>0.5</td>
<td>Proportion of the parent population that has not been sampled.</td>
</tr>
</tbody>
</table>
this value is used in (1) to determine the probability an offspring comes from one of the unobserved mothers assigned to its nest.

The allele frequencies at each locus are assumed to be known; population genotype frequencies \( f(M_p), f(F_k) \) are computed assuming Hardy–Weinberg and linkage equilibrium. Typing error is another important consideration in practice. Our segregation probability incorporates a simple model of typing error for the offspring; the offspring’s genotype has a specified probability of being erroneous at each locus. The erroneous genotype is drawn at random from the population frequencies. We have not modeled typing error in the parents. If a true parent were mistyped it would result in an “uncaptured” parent being assigned in the inferred family, resulting in a loss of valuable data. However, it should be very unlikely that an erroneous individual (even if mistyped at a single locus) is considered a true parent if the genetic markers used have reasonable exclusion power.

In our Bayesian treatment, the parameter vectors \( a_{M}, \alpha_{F}, \) and \( \gamma_i \) have uniform Dirichlet priors. The other parameters have uniform priors tailored to the mottled sculpin example: the truncated Poisson parameter \( \lambda \) is uniform on (0, 10), \( \phi \) is uniform on (0.5, 0.98), and \( \beta \) is uniform on (0, 0.5), incorporating the assumption that the primary father will have the majority of the offspring; and \( g_0 \) is uniform on (0, 1). These are all easily changed to fit other situations.

We fit the model using a Metropolis–Hastings algorithm (HASTINGS 1970) that samples from the joint posterior of these unknowns and the parameter values. Details are given in the APPENDIX; the program source code is available from http://www.massey.ac.nz/~mbjones/research/. Runs of 2.5 million iterations, in which the parameters were sampled every 500 iterations, were found to be adequate. Under these conditions, the Monte Carlo standard error (the difference in estimates when the algorithm is run with different seeds) is small compared to the posterior standard deviation. Five runs with different seeds using one of the five locus populations described below showed that the Monte Carlo standard error was \(<10\%\) of the posterior standard deviation for most parameters. The exceptions were \( a_{M} \) (13\% of the posterior standard deviation) and \( g_0 \) (21\% of the posterior standard deviation). These parameters, however, have small posterior standard deviations, so the Monte Carlo errors are still quite small in absolute terms—\(<0.01\%\) for parameters that can range between 0 and 1. Autocorrelation (and therefore Monte Carlo variance) properties were found to be similar for all chains run, despite the differences in the posterior distributions from which they were sampled.

**Mottled sculpin data:** During the breeding season, male mottled sculpin defend nest rocks where females deposit the eggs and the males guard the eggs until hatching (SAVAGE 1963). FIUMERA et al. (2002) genotyped 1259 offspring from 25 nests and 455 juveniles and adults at five microsatellite DNA markers. The numbers of alleles (and observed heterozygosity) for the loci were 4 (0.58), 8 (0.74), 9 (0.81), 16 (0.64), and 23 (0.85). At least 48 offspring (or all the offspring in the two cases where \(<48\) existed) were genotyped from each nest and one nest was exhaustively sampled, with 209 of the 210 offspring successfully genotyped. FIUMERA et al. (2002) estimated (using a “genetic” mark-recapture approach) that between 47 and 75\% of the putative parents were collected. Of the captured adults, 43\% were male.

The 455 juveniles and adults were aged using the methods of GROSSMAN et al. (2002). In brief, after clearing sagittal otoliths with cedarwood oil we identified annual bands using a dissecting scope and reflected light. Female mottled sculpin are moderately long-lived with a maximum recorded life span of 7+ years in the Coweeta Creek drainage (GROSSMAN et al. 2002; Figure 1). Thus there are many reproductively active age classes.

Fitting separate parameters for each age class is not feasible with the amount of data available. To reduce the number of parameters estimated, age classes were binned into two age groups (see below). The selection of which age classes to bin has consequences for the interpretation of the model and the power to detect differential reproductive success. The \( \alpha \)-parameters for both males and females now represent the probability of nest participation aggregated over age classes in the same group. Differences between \( \alpha \) and the frequency of a group in the population indicate differential nest participation between groups; however, poor choice of groups (e.g., grouping the most likely to reproduce age class with the least likely) could obscure these differences. The \( \gamma \)-parameters are also age class dependent. Under grouping of age classes, the average fraction of offspring in a nest attributed to a particular age group will be the same as predicted by the model using a \( \gamma \) averaged over nest-participating individuals in the group. The true variance of the offspring fraction will be slightly larger.
Parentage Estimation for Nest-Structured Data

than that implied by the model with the averaged γ, but this effect is small for the range of γ relevant in this problem. Again, poor choice of groups could obscure reproductive differences. Estimation of γ also relies on cooccurrence in nests of mothers of different age groups, so each age group must participate in nests often enough to make this a common occurrence.

Reproductive output for both female and male sculpin increases with age. This occurs for males via multiple matings and for females via increased fecundity (Grossman et al. 2002). Thus, it is probably appropriate to group sculpin in adjacent age classes, so we binned age classes 2 and 3 into “group 1” and age classes 4 and older into “group 2” (Figure 1). This method of grouping placed 64% of females in age group 1 and 36% in age group 2. We excluded age class 1 individuals for three reasons: females of this age are a mixture of reproductive and immature individuals (Grossman et al. 2002); Fiumera et al. (2002) found little evidence for genetic parentage by such young sculpins; and initial runs of our current method likewise indicated little reproductive involvement by these fish (data not shown). Excluding these individuals allows us to focus on characterizing differences between age classes where all individuals are capable of reproduction.

Simulation study: We use computer simulations to illustrate the ability of our program to recapture true parameter values for the model under a variety of conditions tailored to the mottled sculpin population. The allele frequencies at the five loci used for the simulations were based on the sample of 455 individuals (~350 adults) in Fiumera et al. (2002). We simulated the data with an error rate of 0.01, which incorporates both novel mutations occurring between the parent and offspring and also the possibility of genotyping errors. We fix the expected number of observed adults at 350 with males comprising 49% of the population. We model two age groups, with 71% of the population in the younger age group (see Figure 1). Unless otherwise noted, there are 22 sampled nests of 48 eggs each, and the adult population consists of 700 individuals (i.e., 50% of the adult population has been observed). The parameter values used to generate the data are presented in Table 1. Performance of the algorithm is measured by the bias and variance of the posterior; ideally, the posterior samples will be tightly clustered around the true values.

Each simulated population and subsequent sample of nests and adults were created by randomly sampling from the actual distributions defined by the true parameter values. Thus, within a given replicate population the observed quantity corresponding to a parameter could vary from the true value (e.g., the observed fraction of mothers from age group 1 will not be exactly 0.58, the value used for $q_M$ in the simulations). This is a consequence of sampling only a finite number of nests (22), analyzing only a finite number of progeny (48), and collecting only a subset of the actual adults (i.e., only about half of the deduced parents will provide data for estimation of the age group parameters). One important question is how much each replicate varies from the true parameter because of this limited sampling. We can address this by estimating the parameters for each replicate using the full parentage information that is known from the simulations. We can then compare these parameter estimates to those obtained by fitting our Bayesian model to the observed genotype data, where neither the true parentage nor the parameter values are known. Thus, we can gain some information about how uncertainty in parentage inference affects the parameter estimates.

First we investigated how finite sampling affects the variance in parameter estimates. Fifteen populations were generated under the conditions described above and the parameters were estimated using the known parentage from the simulations. We then investigated the performance of our MCMC Bayesian approach to estimate the parameters using the genotype information from the offspring and parents when the true parents are not known. Genetic loci were simulated for both the parents and offspring (three, four, or five loci were simulated, with five populations assigned to each condition). In each case, the least polymorphic loci were used to show the maximum changes in variance. We then asked how well the parameter estimates from our MCMC Bayesian model agree with the parameter estimates that were calculated using the known parentage information.

Next we considered different ways of increasing data (in each case, essentially by 50%). The impact on the uncertainty for each parameter was then measured and compared to the mean standard deviation for a population with 22 nests, 48 offspring per nest, and 50% of the parents typed. Parameter uncertainty was measured by the posterior standard deviation averaged across the simulated populations. The properties of this quantity are well known for simplification estimation problems, enabling instructive comparisons. The ultimate quality of our estimates is of course affected by other factors as well, including bias and Monte Carlo error.

All simulations in this set use five loci. First, we simulated five populations where the proportion of adults that had been genotyped was increased to 75%. This was accomplished by decreasing the total size of the simulated population to 467 individuals, so that the 350 that were genotyped constitute 75% of all adults. We then simulated five populations where the number of nests was increased to 33 and five more where the offspring per nest was increased to 72. We then considered the possibility of increasing the number of nests analyzed to offset a decrease in the percentage of parents that were genotyped. This was accomplished by simulating five populations where 48 offspring from each of 44 nests were analyzed but only 25% of the adults were genotyped.

A third set of simulations considered strategies for additional genotyping within nests that showed multiple
maternity, the attempt being to improve estimates of the fraction of nestmates produced by dams of different age groups \((\gamma)\). For these simulations, we used a single nest and considered the posterior for \(\gamma\) only. We simulated five replicates of a single nest with 96 sampled offspring under each of the following configurations (unless noted, the mothers are assumed to be among the typed adults, and there is a single untyped father): two mothers of different age groups; four mothers, one of which has a different age group; four mothers, two from each age group; and four mothers, one from each age group and two untyped and unaged.

Finally, a fourth set of simulations considered null alleles. Although explicit modeling of null alleles is possible (and essential in cases where they are at high frequency), it is not undertaken here. Rather, we assessed the robustness of our algorithm to ignored null alleles. We simulated five replicate populations where one locus has a null allele with frequency 10%. We then fitted the model to the observed data, ignoring the presence of the null allele, and compared estimates to those based on the complete parentage information.

**Application to mottled sculpin data set:** We applied our MCMC Bayesian approach to estimate the seven parameters determining reproductive success (Table 1) for the actual mottled sculpin data set. We then used these parameter estimates to ask whether (a) females from the older age group are more likely to be mothers (i.e., does \(\alpha_{1}\gamma_1\) differ from the frequency of females in age group 1?); (b) females from the older age group produce a greater proportion of the offspring in a nest (does \(\gamma_1\) differ from 0.5?); and (c) males from the older age group are more likely to be fathers (does \(\alpha_{1}\gamma_1\) differ from the frequency of males in age group 1?). We assumed an error rate of 0.01 (which incorporates novel mutations occurring between parent and offspring, as well as genotyping errors). Two nests had indications of null alleles at one locus, and the genotypes at that locus were treated as missing data for the affected individuals.

We then compared our results to the by-eye approach used by Fiumera et al. (2002), as well as to results from the programs COLONY (Wang 2004) and PARENTAGE (Emery et al. 2001). Fiumera et al. (2002) reconstructed multilocus parental genotypes by inspection and assigned parentage if the full multilocus genotype of an adult matched the reconstructed parental genotype. The authors allowed for novel mutations or genotyping errors on the basis of the investigator’s judgment, and the final assignments invoked a conservative error rate of 0.002. As we have used them, COLONY and PARENTAGE inferences are also based on matches between typed individuals and inferred parental genotypes. COLONY is designed to look only at the offspring and partition them into full-sib groups nested within half-sib groups; parental genotypes are then reconstructed on the basis of these groupings. To incorporate the information that offspring in different nests are unlikely to be related, we ran COLONY separately on the data from each nest, specifying the population allele frequencies; an error rate of 0.01 was also incorporated. We then looked for matches between the likely parental genotypes inferred by COLONY and the typed parent individuals. A match between any of the multilocus genotypes specified by COLONY leading to the maximum likelihood (up to 32 genotypes) and a typed individual was used; there were no instances where more than one of the COLONY inferred genotypes for an individual matched genotype adults in different age groups (ambiguity between parents in the same age group occurred in only one case and did not affect parameter estimates).

PARENTAGE was also run separately for each nest. While PARENTAGE has the ability to consider the genotypes of putative parents in inferring family structure, prior specification was found to be difficult when this option was used. Runs with several different priors were done, with none found to be suitable (results not shown). Instead, the putative parents were disregarded and the priors outlined in Emery et al. (2001) were used (with the roles of the sexes reversed to accommodate the mottled sculpin mating structure). Post hoc matching of captured parents with the inferred parental genotypes for the maximum a posteriori family configuration of each nest was then performed, a process similar to that used for COLONY.

For the COLONY, PARENTAGE, and by-eye methods, we took the inferred parent-to-offspring assignments as fixed; i.e., we set \(P(O \mid M, F)\) to be zero for all \(M, F\) pairs other than the one assigned. Under these conditions, the likelihood in Equation 2 factors into separate terms for \(\lambda, g_0, \alpha_0, \beta, r\) and a term involving \(\gamma\) and \(\alpha_M\). Thus, the posterior is a product of independent univariate posterior densities (and one bivariate density). Using the same priors specified for the model, we found posterior densities based on the by-eye, COLONY, and PARENTAGE assignments. This was done analytically in the cases where the priors are conjugate and by calculating the likelihood on a fine grid and normalizing in other cases.

**RESULTS**

**Sculpin age data:** Of the 455 postlarval individuals that we genotyped, 426 were both successfully aged and sexed. Immature individuals were not considered in the analysis. In total, 338 individuals were at least 2 years old and thus potentially reproductive. Among these, we unambiguously sexed 328 individuals; ambiguous individuals were considered both as potential mothers and as potential fathers. As previously noted, ages were binned into two age groups. Age group 1 comprised age classes 2 and 3 years, and age group 2 comprised age classes 4 years and older (Figure 1). Age group 1 comprised 64% of the female population and 79% of
the male population. Population allele frequencies were treated as known and calculated from all 455 genotyped individuals.

**Simulations:** We used computer simulations to investigate how precisely we could recover the true parameter values under conditions similar to those from the mottled sculpin data set. Given that we knew the true parentage assignments, we could examine the deviation of the parameter estimates calculated using perfect knowledge of the true parents and measure the performance of our Bayesian approach when we do not know the true parents. Thus, we could gain information regarding how much of the deviation was due to having sampled only 22 nests and 50% of the adult population vs. how much of the deviation was due to the parentage inference procedure.

Even when the true parents were known perfectly, some of the parameter estimates had large variances around the true means (box plots in Figures 2 and 3). This was especially evident for the male mating parameters. Estimates of $\alpha_{1M}$, using the known parentage ranged from 0.33 to 0.77; the simulation value was 0.57. Most nests have only one male parent, so $\alpha_{1M}$ is typically estimated with ~11 fathers that have age information. Estimates of the proportion of offspring sired by a cuckolding male ($\beta$) were also affected because they relied on observing a nest with more than one male parent. Given that the probability of cuckoldry was small, some simulated populations did not have any nests of this type, so the inferred value for $\beta$ in these replicates is the prior mean of 0.25 (closer inspection of the posterior would reveal that it retains a uniform distribution between 0 and 0.5). By contrast, many of the female parameters had much smaller error variances because, on average, almost three times as many females contributed to each nest and, thus, these parameters were typically estimated using many more informative data points. Below we investigate data collection scenarios that could be used to increase the amount of information available for the parameter estimates, but first we assess how well our MCMC Bayesian method agreed with the estimates obtained using the full parentage information.

Overall, our MCMC Bayesian approach performed well at recovering the known parentage estimates when the true parental relationships were unknown (dashed lines, Figures 2 and 3). In general, the deviation of the MCMC Bayesian estimate from the known parentage estimate decreased as the number of loci increased. We note underestimation of $g_0$ with three loci, because limiting the number of loci resulted in some erroneous matches with observed parents (Figure 3D). These erroneous matches were more likely to be with individuals in the

---

**Figure 2.**—Deviations between the MCMC and parentage-known estimates, and between the MCMC estimates and simulation values, for the parameters measuring differences between age groups ($\alpha_{1M}$, $\gamma_{1}$, $\alpha_{1F}$). Dashed lines represent the range of deviations between the MCMC estimates and parentage-known estimates, with the mean deviation given by a circle, over five replicate simulations for each of three, four, and five loci. Solid lines give the corresponding range of deviations between the MCMC estimate and the simulation values, with the mean deviation given by an x. The horizontal shaded line indicates zero deviation. The box plot shows deviations between the parentage-known estimates and simulation values for all 15 simulations.
FIGURE 3.—Deviations between the MCMC and parentage-known estimates, and between the MCMC estimates and simulation values, for the parameters $\lambda$, $p$, $\beta$, $g_0$. Dashed lines represent the range of deviations between the MCMC estimates and parentage-known estimates, with the mean deviation given by a circle, over five replicate simulations for each of three, four, and five loci. Solid lines give the corresponding range of deviations between the MCMC estimate and the simulation values, with the mean deviation given by an x. The horizontal shaded line indicates zero deviation. The box plot shows the deviations between the parentage-known estimates and simulation values for all 15 simulations.

more common younger age group, resulting in a mild upward bias for both $\alpha_1$ and $\gamma_1$. There was also overestimation of $g_0$ with five loci, as a result of ignoring parental typing errors that resulted in the exclusion of some true parents. Even when our Bayesian approach did well at recovering known parentage, the deviations between our method and the true population values still had a large range (solid lines, Figures 2 and 3). By comparing the solid lines with the box plots in each section (representing the estimates using complete parentage information) we find that this deviation was largely due to having sampled only a finite number of nests and adults (rather than uncertainty in the parentage assignments).

Given the limitations imposed by the original data, we evaluated how the precision of the parameter estimates might be affected by different data collection scenarios. Improvement in the precision of our Bayesian estimator was measured via the resulting change in the standard deviation of the posterior across the different scenarios. We compare posterior standard deviations by looking at the ratio of the average posterior standard deviation under the altered sampling scheme to the average posterior standard deviation of the original sampling scheme (Figure 4). Increasing the proportion of parents genotyped (to 75%), the number of nests analyzed (to 33), or the number of offspring analyzed per nest (to 72) each effectively represents a 50% increase in the amount of data. In simple situations, this should decrease the standard deviation by a factor of $\sqrt{1.5}$; a dashed line marks this level of improvement in Figure 4. Note, in Figure 4, that the standard deviation of $g_0$ (the proportion of parents typed) is not reported because the value for that parameter changed across the different data collection scenarios investigated; this was the primary driver for observed changes in the posterior standard deviation of $g_0$.

Parameter estimates that depend on knowing the age group of assigned parents ($\alpha_M$, $\alpha_F$, $\gamma$) were improved by increasing the percentage of parents genotyped or increasing the number of nests analyzed (Figure 4A). Estimation of the relative fecundity of the different age groups of females ($\gamma$) was also improved by increasing the number of offspring analyzed per nest. Estimates that depend upon knowing the number of parents in the nest ($\lambda$, $p$) were improved only by increasing the number of nests analyzed (Figure 4B). As expected, increasing the number of nests improved the estimates of every parameter, and the estimates of $\beta$ were improved with every data collection scenario investigated. It is notable that increasing the number of nests analyzed can largely compensate for the reduced proportion of adults
Parentage Estimation for Nest-Structured Data

that were genotyped (bar with lightest shading in Figure 4). With 44 nests analyzed but only 25% of the adult population genotyped, the standard deviations were, at worst, just above those for the reference scenario.

Next we investigated how additional typing of offspring from select nests with multiple maternity might improve estimates of the relative fecundity of mothers from different age groups (γ). Here we compare among strategies for selecting nests for additional typing (all would improve on typing only 48 offspring per nest). There was little difference in the posterior standard deviations obtained from increased genotyping for nests with one genotyped mother in each age group (0.048) or for nests with three genotyped mothers in age group 1 and one in age group 2 (0.050). The average posterior standard deviation for the case with two mothers in each age group was slightly larger (0.067) due to one replicate with a multimodal posterior for relative fecundity (γ). However, when there were two mothers in each age group but two of them were not genotyped or aged, then the posterior standard deviation of γ was larger (mean 0.092 across all replicates).

The effect of null alleles on most of the parameter estimates was small (data not shown) but null alleles did affect estimates of \( \theta_0 \) and \( \rho \). Ignoring null alleles resulted in underestimating the proportion of adults that actually were genotyped (i.e., \( \theta_0 \) was overestimated), and it resulted in overestimating the frequency of cuckoldry (i.e., \( \rho \) was underestimated). This likely occurs because ignoring null alleles results in some true parents being erroneously excluded.

**Application to the sculpin data set:** We then used the actual sculpin data set from FIUMERA et al. (2002) to generate the posterior for the seven parameters defining reproductive success using our MCMC Bayesian approach. We examined the following hypotheses. Are individuals in the older age group overrepresented among the parents, or, phrased another way, does the proportion of nest-participating individuals from age group 1 differ from the population proportion (i.e., is \( \alpha_{1m} < 0.64 \) or \( \alpha_{1f} < 0.79 \))? Also, do age group 1 females produce fewer offspring than older females (i.e., is \( \gamma_1 < 0.50 \))? The posterior probability \( \alpha_{1m} < 0.64 \) (estimated from the proportion of sampled \( \alpha_{1m} \)'s < 0.64) proved to be 0.95; the posterior probability \( \alpha_{1f} < 0.79 \) proved to be 0.96. These results strongly suggest that males and females in the older age class enjoy increased parental representation in nests. The sampled values for \( \gamma_1 \) also were entirely below 0.5—our estimate for the posterior probability of \( \gamma_1 < 0.50 \) was 1. These data demonstrate conclusively that older females produce a larger fraction of the offspring for the nests in which they participate.

In general, our MCMC Bayesian approach yielded estimates consistent with those obtained by eye, COLONY,
Comparison of results for the MCMC, “bye eye,” COLONY, and PARENTAGE methods for the mottled sculpin data

<table>
<thead>
<tr>
<th>Parameter</th>
<th>MCMC mean, SD</th>
<th>COBYE mean, SD</th>
<th>COLONY mean, SD</th>
<th>PARENTAGE mean, SD</th>
</tr>
</thead>
<tbody>
<tr>
<td>λ</td>
<td>2.84, 0.39</td>
<td>2.86, 0.38</td>
<td>5.23, 0.48</td>
<td>2.96, 0.38</td>
</tr>
<tr>
<td>α₁₁₁</td>
<td>0.62, 0.07</td>
<td>0.67, 0.12</td>
<td>0.65, 0.11</td>
<td>0.65, 0.11</td>
</tr>
<tr>
<td>γ₁</td>
<td>0.34, 0.02</td>
<td>0.57, 0.05</td>
<td>0.57, 0.12</td>
<td>0.57, 0.12</td>
</tr>
<tr>
<td>ρ</td>
<td>0.84, 0.08</td>
<td>0.57, 0.05</td>
<td>0.86, 0.06</td>
<td>0.70, 0.14</td>
</tr>
<tr>
<td>α₁υ</td>
<td>0.57, 0.13</td>
<td>0.56, 0.12</td>
<td>0.70, 0.12</td>
<td>0.70, 0.12</td>
</tr>
<tr>
<td>β</td>
<td>0.35, 0.06</td>
<td>0.46, 0.05</td>
<td>0.26, 0.02</td>
<td>0.32, 0.06</td>
</tr>
<tr>
<td>g₀</td>
<td>0.47, 0.05</td>
<td>0.51, 0.05</td>
<td>0.71, 0.04</td>
<td>0.73, 0.04</td>
</tr>
</tbody>
</table>

and PARENTAGE (Table 2). We restrict comment to cases where two methods differed by more than two standard deviations (using the smaller of the two standard deviations). The largest discrepancy was for the parameter β, which defines the proportion of offspring sired by a cuckolding male. The by-eye method estimated β to be substantially larger compared to the other approaches. Remember, however, that all approaches estimated the rate of cuckoldry to be very low (i.e., ρ is close to 1), such that β is estimated using a very limited amount of data. The model fit in each case was also limited in the sense that cuckoldry was the only mechanism modeled that could account for different fathers contributing to the same nest (by whatever method this model is fit, multifather nests will increase the “cuckoldry parameter” ρ). Inspection of the mottled sculpin data suggests that a nest takeover is a more plausible explanation for the single nest with large contributions from multiple fathers.

The estimates of α₁₁₁ from our MCMC method were smaller than those for all other methods (although the difference exceeds two standard deviations only for COLONY). Conclusions about whether α₁₁₁ < 0.64 would be considerably weaker under the other analyses. Differences are in part due to the treatment of typing errors. With an error rate of 0.01, the MCMC algorithm visits two modes: one where a captured parent is used and a typing error is invoked for the offspring and another where an unobserved parent is used but no typing error is invoked. With an error rate of 0.05 (results not shown), the posterior mass shifted to the typing-error explanation and the parameters (α₁₁₁ in particular) were closer to the by-eye estimates. The other algorithms (as we used them) base their inferences on the single best family configuration (rather than considering multiple possibilities for parent assignments).

COLONY estimated a larger number of mothers per nest (i.e., λ was larger than by the other methods) and consequently underestimated the percentage of parents typed (i.e., g₀ was larger than by other methods). While none of the methods is a “gold standard,” examination of parent assignments shows that COLONY frequently assigned multiple parents when one parent could easily explain the data. The single parent was typically “split” into multiple parents that are identical at most loci, but homozygous for different alleles at one or two loci, suggesting that the COLONY inferences were indeed overestimates for λ and g₀.

PARENTAGE also overestimated the proportion of unotted parents. This problem might be alleviated by a more sophisticated way of matching high posterior probability family configurations (as opposed to just the maximum a posteriori configuration) with the observed individuals, but this was not undertaken here. The high values of g₀ in both COLONY and PARENTAGE in turn influenced inferences for γ. Misidentifying individuals as uncaptured seemed to pull the estimate of γ₁ upward, presumably making the value γ₀ = γ₁ + γ₂ closer to the observed fractions mothered by individuals inferred to be uncaptured.

A major difference between the by-eye and other approaches was the “computation time” needed. The three computer-based methods were comparable: COLONY required ~23 hr of computer time on a 1.6-Ghz Mac G5 Power PC; PARENTAGE required 31 hr; and our MCMC Bayesian required 37 hr on the same machine. The by-eye approach took ~1 month of investigator effort (although implementing a new computational method would have taken much longer).

DISCUSSION

Using our model, we were able to document inter-group (age, size, etc.) differences in reproductive success for a nest-guarding fish species. Age group affected maternal fertility in at least two ways: via the rate of nest participation and via the proportion of eggs produced in nests with mothers from multiple age groups. The effect of age group on number of eggs is not modeled. This facilitates working with data where eggs have been sampled, and a total count may be unknown. It also eliminates the need to model the variability of nest size among nests with the same parental age makeup.

Bayesian inference applied to the model parameters showed that age is an important determinant of reproductive success in the mottled sculpin. Females appear to visit multiple males before spawning (DOWNHOWER and BROWN 1979) and aquarium studies suggest that larger males are preferred by females (BROWN and DOWNHOWER 1982). Furthermore, previous studies have shown evidence for positive size assortative mating in this species.
(DOWNHOWER et al. 1983, 1987). Because there is a general correlation in fishes between age and body size (MATTHEWS 1998), we suspected that older males (and possibly older females) might be more successful in reproduction. Our results confirm that older individuals are more likely to contribute to nests (although for females, the differences between estimation methods indicate that interpretive caution is necessary). In addition, when females from different age groups spawned in the same nest, the older females contributed a higher proportion of the offspring. Grossman et al. (2002) previously showed that older female mottled sculpin have higher fecundities, on the basis of dissection of gravid specimens. Our results demonstrate that this advantage in egg production carries over to the proportion of subsequently fertilized eggs that older-cohort females contribute to nests.

Our simulations show that increasing the number of nests improved the precision of all parameter estimates and that such increases can largely compensate for low percentages of parents genotyped. In our case, increasing the number of offspring typed per nest (from 48 to 79) improved the estimates only of the parameters $\beta$ and $\gamma$; however, more parameters would likely have been affected if the initial number of offspring had been inadequate to identify all parents contributing to the nest. If estimating the proportion of a nest contributed by mothers of each age group is of particular concern, more precise estimates could be efficiently obtained by augmenting the number of offspring genotyped for nests that already are identified as having two or more mothers from different age groups. Nests that satisfy this condition but that also have some mothers without age group data should, if possible, be avoided. Our computer simulations also demonstrate the effects of various sampling schemes on the precision of parameter estimates, but it is important to remember that the strategies considered for augmenting data will have different cost-utility trade-offs for different organisms and different research questions.

For mottled sculpins, increasing the number of typed offspring per nest is relatively easy because most nests have large numbers of progeny. With the benefit of hindsight, if we had analyzed fewer progeny from each sculpin nest and increased the number of nests and adults assayed, we could have increased our power to detect differences in reproductive success between age groups with the same total genotyping effort. However, increasing the number of nests would have required sampling a larger stretch of stream, and increasing the percentage of parents typed would have been extremely difficult (because we already attempted to sample the population exhaustively). Increasing the number of sampled nests and parents might have also allowed us to increase the number of parameters that we estimated and reduced the binning of age classes. This could certainly increase our understanding of the life history of this species and may have even increased our power to detect differences among the different age classes if our choice of binning does not accurately reflect the biology of this species. Another option would be to follow BURCZYK et al. (2006) and use simple parametric models for how nest participation and relative offspring production within a nest might vary with parental age.

Decreasing the number of loci that were analyzed could help to offset the costs associated with analyzing more nests. With five polymorphic loci, FIUMERA et al. (2002) were able to reconstruct most of the parental genotypes by eye and uniquely match these with adult genotypes in the population. With our method as applied to the sculpin data, reasonable inferences about many of the mating parameters could have been made with four or even three loci. For example, even for low numbers of loci, $\lambda$ continued to correspond well to the values based on complete parentage information. This observation is consistent with the finding by DeWoody et al. (2000a,b) that with merely two (highly polymorphic) loci, a sample of 48 offspring was often adequate to detect the number of distinct maternal parents in a half-sib family. Accurately matching typed adults in the population to nests does require more loci and for parameters affected by these matches we see mild ($\alpha$, $\gamma$) to moderate ($\rho_8$) bias introduced when the number of loci is reduced to three.

Our method is an improvement over estimates derived using the COLONY maximum-likelihood approach (WANG 2004), which overestimated the number of mothers per nest and the fraction of unobserved parents even with the full complement of five loci. This behavior is not affected by our post hoc matching of inferred genotypes to observed adults, nor is it due to any failure to find the maximum-likelihood configuration under the COLONY model. Under this model, additional parents are penalized only by a term representing their population genotype frequency. For large sibships and moderate numbers of loci, as considered here, this penalty is frequently outweighed by an increased $P(O \mid M, F)$ for many offspring. Consequently, a multiple-parent configuration for our large sibships frequently has a higher likelihood than a plausible single-parent configuration, and COLONY will systematically fail to reconstruct a parsimonious assignment of parents. By using a multinomial model for the number of offspring belonging to each parent, our model discourages large differences between the proportions of offspring belonging to mothers in the same age group. The Poisson model for the number of mothers per nest also discourages large differences in the number of mothers across nests, even when different numbers of offspring are typed. This explicit modeling acts as an additional check on unnecessary splitting of sibships.

The program PARENTAGE was computationally efficient and performed well except in estimating the fraction of uncaptured parents. The difficulty in specifying priors for PARENTAGE’s in-built mechanism for utilizing
putative parent genotypes highlights a disadvantage of analyzing only one nest at a time; the algorithm cannot "borrow strength" across nests to learn parameter values, so prior specification is more crucial. In this situation, use of a more flexible model for the number of offspring per parent, such as the Dirichlet prior available in PARENTAGE, may not be an advantage. In addition, as we have implemented them, the posterior standard deviations for PARENTAGE (and COLONY) do not reflect uncertainty in parentage assignments and will be underestimated when fewer genetic data are available. A more sophisticated method such as multiple imputation (Rubin 1987) may be able to use the PARENTAGE posterior samples to construct standard deviations that reflect this uncertainty.

Our MCMC Bayesian approach that explicitly accounts for nest structure in parentage analysis will likely find application to a variety of questions in evolutionary and conservation biology. One can imagine applying this approach to such cases as estimating the reproductive success of wild vs. hatchery-released individuals (Dannewitz et al. 2004) or of residents vs. immigrants (Johannesen and Andreassen 1998). It is important to remember that parentage analyses require extensive genotyping; careful consideration should be taken to ensure that adequate sample sizes of nests, offspring per nest, and parents can be obtained to allow robust parameter estimates.

We thank J. Wang for assistance in installing and running COLONY, I. J. Wilson for assistance in running PARENTAGE, and the referees and associate editor for insightful comments. This work was supported by a Fast Start Grant from the Marsden fund of New Zealand (B.J.); by a National Institutes of Health Ruth L. Kirschstein Postdoctoral Fellowship (A.C.F.); and by grants to G.D.G. from the U.S. Department of Agriculture Forest Service McIntire-Stennis program (GEO-0086-MS), the National Science Foundation (DEB-2018001), and the Warnell School of Forestry and Natural Resources.

LITERATURE CITED


APPENDIX: MCMC ALGORITHM

The algorithm is initialized by assigning each nest a single "unobserved" father whose genotype at each locus consists of the two most frequent alleles observed among the offspring at that locus. Conditional on this father, for each offspring, the observed mother maximizing the probability of that offspring's genotype is then chosen and added to the nest. Because typing error is possible, there is always a mother resulting in a non-zero probability for the offspring. The parameters are then chosen and added to the nest. Because typing error is possible, there is always a mother resulting in a non-zero probability for the offspring. The parameters are then chosen and added to the nest. Because typing error is possible, there is always a mother resulting in a non-zero probability for the offspring. The parameters are then chosen and added to the nest.

1. Add an unobserved parent. The genotype of the new unobserved parent is constructed by selecting two offspring, with probability inversely proportional to their genotype's probability under the best pair from among the parents currently assigned to the nest. However, a lower bound of 0.0001 is placed on an offspring's probability; otherwise, offspring with typing errors would be picked almost exclusively. Then, for each locus an allele is randomly selected from each offspring to construct the new parent's genotype. A limit is set of 10 unobserved parents of each gender. The new unobserved parent is selected at random from the current observed parents of the selected sex. This move is automatically rejected if it results in >10 unobserved parents of one sex.

2. Add an observed parent. The proposed parent is picked at random from among observed parents of the selected sex not yet assigned to the nest.

3. Swap an observed parent for another observed parent. The parent to be swapped out is selected at random from those currently assigned to the nest with the selected sex; the parent to be swapped in is selected at random from observed parents of the selected sex not yet assigned to the nest. This move and move 4 are automatically rejected if there are no current observed parents of the selected sex.

4. Swap a current observed parent for a new unobserved one. The genotype of the new unobserved parent is proposed as in move 1, and the parent to be replaced is selected at random from the current observed parents of the selected sex. This move is automatically rejected if it results in >10 unobserved parents of one sex.

5. Swap a current unobserved parent for an observed one. The new observed parent is selected at random from observed parents of the selected sex not already assigned to the nest.

6. Delete a parent. Select at random from among parents of the selected sex. The move is automatically rejected if it would leave the nest with no parents of one sex.

7. Swap the primary father with the cuckolding father. The cuckolder is randomly selected from among all cuckolders; the move is automatically rejected if there are no cuckolders.

8. Update the genotype of an unobserved parent. This is similar to the procedure outlined in move 1, except that only one offspring is picked and only one allele at each locus is updated.

For each move, the Hastings ratio, a ratio of the posterior densities and proposal probabilities, is calculated; the move is accepted with probability min(1, Hastings ratio). After the first 10,000 iterations, the parameters are updated after every 10 nest configuration updates and recorded every 500 such updates. Most parameters are updated using a random-walk proposal—a small change in the parameter is proposed and accepted or rejected using the Hastings ratio as outlined above. It is possible to propose from the full conditional posterior distributions of $\phi_f$ and $g$ (both Dirichlet distributions); this guarantees a Hastings ratio of 1.0. In total, we conducted 2.5 million nest configuration updates, resulting in 49,800 samples of the parameters.